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ABSTRACT

Last years have witnessed how large scale distributed virtual envi-
ronments (DVEs) have become a major trend in distributed applica-
tions, mainly due to the enormous popularity of multi-player online
games in the entertainment industry. Since architectures based on
networked servers seems to be not scalable enough to support mas-
sively multi-player applications, peer-to-peer (P2P) architectures
have been proposed as an efficient and truly scalable solution for
this kind of systems. However, in order to design efficient DVEs
based on peer-to-peer architectures these systems must be charac-
terized, measuring the impact of different client behaviors on sys-
tem performance.

This paper presents the experimental characterization of peer-to-
peer distributed virtual environments in regard to well-known per-
formance metrics in distributed systems. Characterization results
show that system saturation is inherently avoided due to the peer-
to-peer scheme, as it could be expected. Also, these results show
that the saturation of a given client exclusively has an effect on the
surrounding clients in the virtual world, having no effects at all on
the rest of avatars. Finally, characterization results show that the
response time offered to client computers greatly depends on the
number of new connections that these clients have to make when
new neighbors appears in the virtual world. These results can be
used as the basis for an efficient design of peer-to-peer DVE sys-
tems.

Keywords: Distributed virtual environments, peer-to-peer, multi-
player online games.

Index Terms: I.3.2 [Computer graphics]: Graphics systems—
Distributed/network graphics; C.2.4 [Computer-communication
networks]: Distributed Systems—Distributed Applications;

1 INTRODUCTION

In recent years, large scale distributed virtual environments (DVEs)
have become a major trend in distributed applications, mainly due
to the enormous popularity of multi-player online games in the en-
tertainment industry. These highly interactive systems simulate a
3-D virtual world where multiple users share the same scenario.
Each user is represented in the shared virtual environment by an
entity called avatar, whose state is controlled by the user through a
client computer. The system renders the images of the virtual world
that each user would see if he was located at that point in the vir-
tual environment. Hundreds and even thousands of client comput-
ers can be simultaneously connected to the DVE through different
networks, and even through Internet. DVE systems are currently
used in many different applications [36], such as civil and military
distributed training [27], collaborative design [35] and e-learning
[5]. Nevertheless, the most extended example of DVE systems are
commercial, massively multi-player online game (SMOG) environ-
ments [7, 21, 33, 2, 39].

Architectures based on networked servers have been during last
years the major standard for DVE systems [36, 23, 41, 22, 4, 24,
11]. In these architectures, the control of the simulation relies
on several interconnected servers. Client computers are assigned
to one of the servers in the system. In these architectures, when
a client computer modifies the state (usually the position) of an
avatar, it also sends an updating message to its server, which in turn
must propagate this message to other servers and clients. Servers
in the DVE system must render different 3-D models, perform po-

sitional updates of avatars, and transfer control information among
different clients. Therefore, each new avatar represents an increase
not only in the computational requirements of the application but
also in the amount of network traffic. For example, when the num-
ber of connected clients increases, the number of update messages
exchanged by avatars must be limited in order to avoid a message
outburst. In this sense, concepts like areas of influence (AOI) [36],
locales [3] or auras [13] have been proposed for limiting the num-
ber of neighboring avatars that a given avatar must communicate
with. All these concepts define a neighborhood area for avatars, in
such a way that a given client computer controlling a given avatar
i must notify all the movements of i (by sending an updating mes-
sage) only to the client computers that control the avatars located
in the neighborhood of avatar i. The avatars in the AOI of avatar
i are denoted as neighbor avatars of avatar i. However, in spite
of these techniques networked-server architectures do not properly
scale with the number of existing users, particularly for the case
of MMOGs (where up to hundreds of thousands of clients can be
simultaneously connected to the system) [1].

Although techniques like Frontier Sets [40] have been proposed
for structured environments and small scale online games, these
solutions cannot be extrapolated to massively multi-player online
games. As a result, peer-to-peer architectures (P2P) seem to be
the most adequate scheme in order to provide good scalability for
large scale DVE systems, and several online games based on P2P
architectures have been designed [29, 28, 10]. However, P2P archi-
tectures must face the awareness problem, consisting of ensuring
that each avatar (for the sake of shortness, in the rest of the pa-
per we will use the term avatar to denote the client computer con-
trolling that avatar) is aware of all the avatars in its neighborhood
[38]. Solving the awareness problem is a necessary condition to
provide a consistent view of the environment to each participant.
Effectively, if two neighbors avatars are not aware of such neigh-
borhood, they will not exchange messages about their movements
and/or changes, and therefore they will not have the same vision
of the shared environment. Thus, providing awareness to all the
avatars is a necessary condition to provide consistency (as defined
in [42, 9, 34, 37]). In this sense, different strategies for providing
awareness in DVE systems based on P2P architectures have been
proposed [17, 19, 25, 18, 15, 10, ?]. Some of these proposals pro-
vide full awareness an others do not, but all of them impose both
additional communications between different avatars and additional
computations (performed by the client computers controlling these
avatars). In order to design truly efficient P2P DVE systems, the im-
pact that these (and other) computations and communications have
on real system performance must be measured.

Based on that motivation, in this paper we propose the charac-
terization of peer-to-peer DVE systems. Since the behavior of an
avatar can be determined by both the number of neighbor avatars in
its surroundings and its movement rate [31], we have measured the
effects that such parameters have on two well-known performance
metrics for distributed systems: latency and throughput. The re-
sults show that, unlike in networked-server architectures, the sys-
tem throughput increases with the number of client computers con-
nected to the system, that is, the peer-to-peer scheme is fully scal-
able, as it could be expected from a fully distributed scheme. Also,
the results show that the saturation of a given client exclusively has
an effect on the surrounding clients in the virtual world, having no
effects at all on the rest of avatars. Finally, characterization results
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show that the response time offered to client computers greatly de-
pends on the number of new connections that these clients have to
make when new neighbors appears in their surroundings. These re-
sults can be used as the basis for an efficient design of peer-to-peer
DVE systems.

The rest of the paper is organized as follows: Section 2 details
the proposed characterization setup that allows to experimentally
study the behavior of peer-to-peer DVE systems. Next, Section 3
presents the evaluation results. Finally, Section 4 presents some
concluding remarks and future work to be done.

2 CHARACTERIZATION SETUP

We propose the evaluation of P2P DVE systems by simulation, as
it was done for DVE systems based on networked-server architec-
tures [32]. The evaluation methodology used is based on the main
standards for modeling collaborative virtual environments, FIPA
[8], DIS [16] and HLA [20]. Since DVE systems are inherently
based on networks, the metrics used for evaluating the performance
of these systems include the two main metrics used for evaluating
network performance. These metrics are latency and throughput
[6]. Nevertheless, in order to avoid clock skewing we have selected
throughput and response time (defined as the round-trip delay for
the messages sent by each client) as the performance metrics to be
characterized. Concretely, we have developed a simulator modeling
a DVE system based on a peer-to-peer architecture. The simulator
is written in C++ and it is composed of two applications, one mod-
eling the clients and the other one modeling the central loader which
the clients must initially connect with in order to join the system.
Both applications used different threads for managing the different
connections they must establish. Such connections are performed
by means of sockets.

Each client has a main thread for managing the actions asked by
the user and different threads for communicating with it s neighbor
clients. For each neighbor, two threads are executed, one for listen-
ing and one for sending messages. Similarly, the central loader has
two threads for communicating with each client in the system and
also a main thread. It must be noted that once a client has joined
the system, it is not necessary for that client to communicate with
the central loader. Since the goal of this characterization is to study
how the system evolves as clients move, rather than analyzing how
new clients join the system, in our simulator each client is initially
provided with the IP addresses of its initial neighbors.

A simulation consists of each avatar performing 100 movements.
An iteration of the whole system consists of all avatars making a
movement. Each avatar notifies its neighbors as well as the cen-
tral loader when it reaches the 101th iteration, and then it leaves
the system. We have chosen the number of 100 iterations (move-
ments) for a simulation because it is the number of movements that
the most distant avatar needs to reach the center of the square vir-
tual world. The virtual world was a 2D square whose sides were
100 meters long. Each time an avatar moves, it sends a message to
all its neighbor avatars (the client computer controlling that avatar
sends a message to the client computers controlling the neighbor
avatars). These destination avatars then sends back an acknowledg-
ment to the sending avatar, in such a way that the sending avatar
can compute the round-trip delay for each message send. We have
denoted the average round-trip delay for all the messages sent by an
avatar as the Average System Response (ASR) for that avatar (for
that client computer).

Two different characterization setups have been made, depend-
ing on the metrics to be studied. In order to study the system
throughput (the maximum number of clients the system can support
while maintaining full awareness and reasonable latency levels), we
have used a cluster of 14 nodes. One of these PCs hosted the cen-
tral loader, and the rest of the 13 PCs hosted the clients in the sys-
tem in a uniformly distributed way. Each node was a dual Opteron

processor running Linux. Although a real system does not require
communication between clients and the central loader, we have im-
plemented a monitoring algorithm to check that the system supports
a full awareness rate. This algorithm consists of each client divid-
ing its cycle time in two phases. In the first phase, clients move
following a given movement pattern (described below) and they
communicate their new location in the virtual space by exchanging
messages. In the second phase, each client sends the central loader
a message with its new location and also which other clients it con-
siders as its neighbors. In this way, the central loader can compute
in real time if the awareness rate if 100% or not. We have used a
movement rate of one client movement each 3.6 seconds. From this
period, 2.1 seconds are dedicated to the first phase and 1.5 seconds
are dedicate to the second phase. Finally, we used an AOI size of
10 meters.

In order to study the system latency, we used a different charac-
terization setup. In this case, we used personal computers intercon-
nected by a fast Ethernet network, hosting the avatars in a uniformly
distributed way. The purpose of such setup was to establish an up-
per number for the average value of the ASR when client computers
were slightly loaded. Finally, in order to study the effects that the
saturation of a single client computer has on the rest of clients, we
used the same setup but now one of the PCs hosted a single client,
and the rest of the PCs hosted the rest of the clients in a uniformly
distributed way. In these two setups we did not monitor the aware-
ness rate, and the movement cycle time was reduced accordingly.

3 EVALUATION RESULTS

We have simulated the behavior of a a set of independent avatars in
a generic DVE system based on a P2P architecture. These avatars
are located within a seamless 3D virtual world [1] following three
different and well-known initial distributions: uniform, skewed and
clustered [22, 32]. Starting from these initial locations, in each sim-
ulation avatars can move into the scene following one of three dif-
ferent movement patterns: Changing Circular Pattern (CCP) [4],
HP-All (HPA) [12] and HP-Near (HPN) [26]. CCP considers that
all avatars in the virtual world move randomly around the virtual
scene following circular trajectories. HPA considers that there ex-
ists certain “hot points” where all avatars approach sooner or later.
This movement pattern is typical of multiuser games, where users
must get resources (as weapons, energy, vehicles, bonus points,
etc,) that are located at certain locations in the virtual world. Fi-
nally, HPN also considers these hot-points, but only avatars located
within a given radius of the hot-points approach these locations. In
order to illustrate these movement patterns, figure 1 shows the fi-
nal distribution of avatars that a 2-D virtual world representing a
square would show if these movement patterns were applied to a
uniform initial distribution of avatars. For evaluation purposes, we
have considered the nine possible combinations of the three initial
distributions of avatars in the virtual world and the three movement
patterns.

Figure 1: Final distribution of avatars for a) CCP, b) HPN, and c)
HPA movement patterns applied to an initial uniform distribution of
avatars.

We have performed more than 4000 experiments to study the be-
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havior of DVE systems based on a P2P architecture. In any case
the system provided a full awareness rate while saturation was not
reached by any CPU. We have made tests with different world sizes
S (the number of connected clients), although for the sake of short-
ness we will show a single case with 520 avatars.

Concretely, figure 2 shows a representative example of the ex-
periments performed in order to study the system throughput. On
the X-axis this figure shows the iteration number of the simulation
performed, and on the Y-axis it shows the average value in seconds
for the ASR of all the avatars. Each point in the plots represents the
average ASR of ten different executions of the same simulation. In
all of them, each cluster node hosted 40 clients.
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Figure 2: Average ASR values for different configurations of a DVE
with 520 avatars

Figure 2 shows that the ASR remains always below the threshold
of 250 ms. required to provide QoS to users [14] and also with a
full awareness rate. Since in these experiments each cluster node
hosted 40 avatars, we can state that there would not be any problem
(the CPU utilization would be far from 100%) when executing one
avatar in one PC.

Additionally, we have analyzed the system behavior in a trans-
verse way, that is, we have studied the average ASR values for dif-
ferent population sizes. Although whe have performed this analysis
for all the combinations of initial distributions and movement pat-
terns, for the sake of shortness we show here a single case. All the
cases showed similar results. Concretely, Figure 3 shows the aver-
age ASR values provided to avatars when following the Uniform-
CCP scheme.

Figure 3 shows three flat lines at a different levels, showing that
while the population increases in an order of magnitude (from 100
to 1000 avatars) the average ASR increases by a factor of two, and
it is still far from the QoS threshold of 250 ms.. Therefore, these
experiments prove that the peer-to-peer scheme is fully scalable, re-
gardless of the number of client computers connected to the system.
Although these results could be expected due to the inherently dis-
tributed nature of the peer-to-peer scheme, it is worth mention the
remarkable differences with the results provided by the networked-
server scheme [32].

Also, we have measured the average value of the ASR provided
to all avatars for different movement patterns and initial distrib-
utions of avatar in the virtual worlds. Since the workload that a
given avatar adds to the system depends on both the movement rate
of the avatar and also on the number of neighbor avatars in the vir-
tual world [31], we have measured the ASR provided by the system
for different values of these two parameters. In these tests we used
a wide range of populations sizes. However, for the sake of short-
ness we will show in this section the results for a system with 101
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Figure 3: Average ASR values for different populations of avatars
under a Uniform-CCP combination

avatars. Concretely, Figure 4 shows the results for all of the dis-
tributions with a cycle period T of 0.6 seconds (all avatars make
a movement every 0.6 seconds) and an AOI of 10 meters, while
Figure 5 shows the results for the same AOI but now with a move-
ment rate of 0.1 seconds. Then, Figure 6 and Figure 7 show the
results for an AOI of 20 meters and a movement rate of 0.6 and
0.1 seconds respectively. All these figures show on the X-axis the
iteration number (a simulation is composed of 100 iterations), and
it shows on the Y-axis the average value of the ASR provided to all
the avatars.
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Figure 4: Average ASR values for T=0.6 s.& AOI=10 m.

All the plots in figure 4 are flat lines of different ASR values,
showing that the system is below its saturation point and the average
ASR does not indefinitely increase. Moreover the plots for all the
movement patterns are below 0.02 seconds, far away from the QoS
threshold of 0.25 seconds. Figure 5 shows the results for the same
number of avatars when the cycle period is reduced to 0.1 seconds
(the movement rate of all avatars is increased). In this case, the three
plots corresponding to the HPA movement pattern and the plot for
the HPN pattern with a skewed initial distribution of avatars show
a linear increasing with the number of iterations. That is, for these
patterns the client computers are not capable of sending, returning
and processing the number of messages generated by avatars when
they move in a period cycle. This is due to the fact that in the
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HPN and particularly in the HPA pattern, avatars tend to crowd the
hot points, increasing the number of neighbors in the AOI in the
subsequent iterations. Since they must send more messages in the
same cycle period, the client computers become saturated and the
average ASR increases.
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Figure 5: Average ASR values for T=0.1 s.& AOI=10 m.

Figures 6 and 7 show the results for the same population of
avatars and the same patterns when the AOI size is doubled. The
results shown in these figures are similar to those shown in figures 4
and 5. Figure 6 show all the plots except one with a flat slope.
Although the average ASR values are slightly higher than the ones
shown in 4, all of them are far away from 0.25 seconds.
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Figure 6: Average ASR values for T=0.6 s. & AOI=20 m.

Figure 7 shows that for five combinations of movement patterns
and initial distributions of avatars the average ASR values linearly
increase with the iteration number. This behavior indicates that the
client computer cannot process all the messages sent and received
at that rate. These results show that increasing the AOI size. When
comparing this figure with figure 5 the only significant difference
is that in the former one there are five plots with a nonzero slope,
while in the latter one there are four plots.

Additionally, figures 6 and 7 show an unexpected behavior. Ef-
fectively, it can be seen in both figures that the plot with the high-
est ASR values is the CCP movement pattern with a skewed initial
distribution of avatars in the virtual world (SKW CCP). This is a
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Figure 7: Average ASR values for T=0.1 s. & AOI=20 m.

strange behavior, because the CCP pattern describes a circular pat-
tern and therefore the number of avatars within the AOIs of avatars
does not increase as simulation proceeds.

In order to find the reasons for this strange behavior, we have
studied the average percentage of messages sent by any avatar in
each iteration, in respect with the total number of avatars in the
system S. Figures 8 and 9 show the evolution of this percentage as
simulations proceed for an AOI of 20 m. and for the two rates of
movements (0.6 and 0.1 seconds).
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Figure 8: Average percentages of messages sent in each iteration
for AOI=20 m. and T=0.6 s.

These figures show that the percentage of messages sent in the
combination of the CCP pattern and the skewed initial distribution
of avatars is far from being the highest one. Moreover, figure 9
shows that for a cycle period of 0.1 seconds this combination pro-
vides one of the lowest percentage. Therefore, these figures prove
that the behavior shown in figures 6 and 7 is not due to the amount
of new messages generated in each iteration.

After discarding the number of messages as the cause of the
strange behavior, we studied the number of neighbors. Thus, Fig-
ures 10 and 11 show the average percentage of neighbors of any
avatar in each iteration, with respect to the total number of avatars
in the system S.

As it could be expected, the plots in figures 10 and 11 show sim-
ilar results to those shown in figures 8 and 9. That is, the percent-
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Figure 9: Average percentages of messages sent in each iteration
for AOI=20 m. and T=0.1
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Figure 10: Average percentages of neighbors for AOI=20 m. and
T=0.6 s.
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Figure 11: Average percentages of neighbors for AOI=20 m. and
T=0.1 s.

ages of neighbors in each iteration for the SKW CCP combination
are not the higher ones, and are clearly overcome by other combi-
nations like SKW HPA. Therefore, the behavior shown in figures 6
and 7 is neither related to the percentage of neighbors that avatars
have in each iteration.

Finally, we studied the number of new connections started by
avatars in each iteration. Figures 12 and 13 show the average per-
centage of connections started by avatars (in an accumulative mea-
surement), with respect to the total number of avatars in the system
S. Figure 12 shows that the percentage of connections made in the
SKW CCP combination are the higher ones. The shape of this plot
has three segments, the first one with a flat slope, then a linear seg-
ment with a high slope, and finally a third linear segment with a
low slope. This shape could explain the shape of the SKW CCP
plot shown in figure 6.
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Figure 12: Average fraction of new connections for AOI=20m and
T=0.6

Figure 13 shows that the SKW CCP plot is one of the combina-
tions with the highest number of new connections per iteration, and
therefore these results can explain the behavior shown in figure 6
and 7. Effectively, the CCP is a circular movement pattern. When
this pattern is applied on a skewed distribution of avatars, in each
iteration there are a lot of avatars that enter and leave the AOI of
each avatar. This fact happens for a lot of avatars, forcing the cor-
responding client computers to establish new connections and also
to finish some of the current ones. The overhead required to per-
form these actions makes the client computers to enter saturation,
the connections cannot be established immediately and therefore
the average ASR increases.

As a result, we can state that not only the number of current
neighbors, but also the number of new connections made along time
by avatars affects the ASR provided to other avatars, particularly if
the client computers are close to saturation.

Additionally, we have studied the effects that a slow client com-
puter or network link(s) can have on the rest of client computers.
For this study, we have tested the 9 different combinations of ini-
tial distributions of avatars and movement patterns on a real DVE
system based on P2P with 101 PCs. In these experiments, we have
forced a given avatar (controlled by a single client computer) to
move faster and faster, until the number of movements per second
is so high that the client computer cannot send all the messages to
the corresponding neighbors within the cycle period. Under these
conditions, we have measured measured the latency (the ASR) pro-
vided to different avatars.

The consistency algorithm used in [30] distinguishes between
different kinds of neighbors of a given avatar i. First, the first level
neighbors (L1) are those avatars located inside the AOI of avatar i.
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Figure 13: Average fraction of new connections for AOI=20m and
T=0.1

Next, the second level neighbors (L2) are those avatars that are L1
neighbors of the L1 neighbors of i and are not inside AOI of avatar
i. that is, the second level neighbors are the neighbors of the neigh-
bors of i. Therefore, we have computed the average ASR value
provided to i , the average ASR value provided to its L1 neighbors
, the average ASR value provided to its L2 neighbors and the the
average ASR value provided to rest of the avatars in the system.

For the sake of shortness, we will show the results for DVEs with
101 avatars and AOI of 10 meters. Figure 14 shows the results for
the Uniform distribution with a movement rate of 2.1 seconds fol-
lowing the CCP movement pattern. In this and the next figures, we
have labeled the ASR value provided to avatar i as AV0. The aver-
age ASR values provided to the L1 neighbors of i have been labeled
as L1N, the average ASR values provided to the L2 neighbors of i
have been labeled as L2N, and the average ASR values provided to
the rest of avatars have been labeled as NTN.
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Figure 14: Effects of a client saturation on different kinds of avatars
under a Uniform-CCP combination

Figure 14 shows that for the combination of uniform distribu-
tion of avatars and a CCP movement pattern the saturation of AV0
mainly has an effect on its L1 neighbors, and it has no significant
effects neither on its L2 neighbors nor on the rest of avatars.

Figure 15 shows the results for the combination of a uniform dis-
tribution of avatars and an HPAll movement pattern. In this case,
while the plot for AV0 has a parabolic shape, the shape of the plot

for L1 neighbors is linear with a low slope. The plot for the L2
neighbors is similar to the plot for L1 neighbors, except that from
the 70th iteration up it becomes negligible. This can indicate that
this behavior The plot for the rest of avatars is a flat line with a neg-
ligible value. These plots indicate that the effects of the saturation
of AV0 (the client computer controlling AV0) are one order of mag-
nitude lower in its L1 and L2 neighbors, while they are negligible
in the rest of avatars.
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Figure 15: Effects of a client saturation on different kinds of avatars
under a Uniform-HPALL combination

Figure 16 shows the results for a uniform initial distribution of
avatars following an HPNear movement pattern. In this case, the
shape of the plot for AV0 is linear with a high slope, while the shape
of the plot for L1 neighbors is linear with a low slope and the plots
for the L2 neighbors and the rest of the avatars are flat lines. That
is, the difference between the HPA and HPN movement patterns
makes that in the latter case the L2 neighbors are not affected by
the saturation of a given avatar.
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Figure 16: Effects of a client saturation on different kinds of avatars
under a Uniform-HPNear combination

Figures 17 and 18 shows the results for the skewed initial distri-
bution of avatars and CCP and HPAll movement patterns, respec-
tively. The results for the HPNear movement pattern were very
similar to the ones for HPAll movement pattern, and we are not in-
cluding them for the shake of shortness. The results in these two
figures are similar to those in figures 15 and 16, respectively. That
is, the saturation of a given client has a significant effect on the L1
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neighbors, and this effect is one order of magnitude lower than the
ASR provided to the saturated avatar if an HPN movement pattern
is used. On the contrary, if a HPAll movement pattern is used then
the L2 neighbors are also affected by the saturation.
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Figure 17: Effects of a client saturation on different kinds of avatars
under a Skewed-CCP combination
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Figure 18: Effects of a client saturation on different kinds of avatars
under a Skewed-HPAll combination

Finally, figures 19 and 20 shows the results for the Clustered
distribution and CCP and HPAll movement patterns, respectively.
Again, the results for HPNear movement were very similar to the
ones for HPAll movement and we are not including them for the
shake of shortness. Figure 19 is similar to figure 14, in the sense
that the average ASR values for the L1 neighbors are greater than
the values for AV0 itself. The values for both the L2 neighbors and
the rest of avatars remain unaffected. On other hand, the results
shown in figure 20 are very similar to those in figure 15. That is,
the gradual grouping of all avatars in the HPN and HPAll patterns
makes that the saturation of a given avatar reaches the L2 neighbors,
regardless of the initial distribution of avatars.

Therefore, with all these results we can state that the effects of
the saturation of a given avatar are limited to L1 and L2 neighbors.
The rest of avatars are not affected, as we can expect. The reason for
the behavior shown in figures 14 and 19 is the circular movement of
CCP pattern, that propagates and increases the high ASR values of
the L1 neighbors to other L1 neighbors as the simulation proceeds.
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Figure 19: Effects of a client saturation on different kinds of avatars
under a Clustered-CCP combination
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Figure 20: Effects of a client saturation on different kinds of avatars
under a Clustered-HPAll combination
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4 CONCLUSIONS

In this paper, we have proposed the experimental characterization
of peer-to-peer distributed virtual environments, in order to set up
the basis for an efficient design of this kind of DVE systems. The
characterization results show that system saturation is inherently
avoided due to the peer-to-peer scheme, as it could be expected.
Also, characterization results show that the saturation of a given
client exclusively has an effect on the surrounding clients in the
virtual world, having no effects at all on the rest of avatars. This
result can be crucial for designing an awareness technique or to
achieve an acceptable time-space consistency.

Finally, characterization results show that the response time of-
fered to client computers greatly depends on the number of new
connections that these clients have to make when new neighbors
appears in their areas of interest. That is, the saturation of an avatar
(of the client computer controlling that avatar) can be produced by
the sudden appearance (or disappearance) of several neighbors in its
AOI. These results can be used as the basis for an efficient design
of peer-to-peer DVE systems.
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